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Abstract. Data.geohive.ie aims to provide an authoritative platform for 
serving Ireland’s national geospatial data as Linked Data. The platform pro-
vides information on Irish administrative boundaries and the boundaries used 
for the Irish 2011 census. The platform is designed to support two use cases: 
serving boundary data of geographic features at various level of detail and cap-
turing the evolution of administrative boundaries. In this paper, we report on the 
development of this platform and elaborate on some of the informed decisions 
concerned with the URI strategy and use of named graphs for the support of 
aforementioned use cases – relating those with similar initiatives. While clear 
insights on how the data is being used are still being gathered, we demonstrate 
how this geospatial Linked Data dataset is used to add a spatial component to 
(existing) datasets.  
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1 Introduction 

The Ordnance Survey Ireland (OSi), Ireland’s national mapping agency, aims to adopt 
Linked Data [3] to enable third parties to explore and consume some of OSi’s authori-
tative datasets. Some of this data is already available via the Irish Government portal1.  

In [4], we reported on how the OSi’s database was used to publish administrative 
boundary datasets – which had been made available by OSi’s Open Data Release2 – 
according to best practices and guidelines for geospatial Linked Data publications. 
The platform was developed to support two use cases: i) providing the boundary de-
tail in varying levels of detail and ii) capturing the evolution of boundaries, e.g. as 
ordered by Statutory Instruments. 

In this paper, we provide more details on how information is generated and orga-
nized. We also elaborate on some additional considerations with the introduction of 

                                                             
1 http://data.gov.ie/ 
2 http://www.osi.ie/about/open-data/ 



additional datasets made available as Linked Data, and demonstrate how this Linked 
Data was used to add a spatial component to other datasets. 

2 Context 

In 2014, Ordnance Survey Ireland (OSi) delivered a newly developed spatial data 
storage model known as Prime2 [1]. With Prime2, OSi moved from a traditional map-
centric model towards an object-oriented model from which various types of mapping 
and data services can be produced. Prime2 and the associated workflows furthermore 
incorporated governance practices to cope with evolution of spatial objects in their 
model. The system currently holds information of over 45,000,000 spatial objects 
(road segments, buildings, fences, etc.), of which some have more than one represen-
tation. These objects are stored in an Oracle Spatial and Graph database.3 

The OSi furthermore aims to leverage user engagement with their geospatial in-
formation (and derived maps), which has a legal weight in Ireland. One of the initia-
tives they launched is called GeoHive4, allowing one easy access to publically availa-
ble spatial data – but not as Linked Data. Though OpenStreetMap, Google Maps, etc. 
allow people to easily engage with maps, the information provided by those are i) not 
authoritative, and ii) not always correct. One of the major discrepancies that can be 
observed between these services and the information provided by the OSi are the 
points that refer to buildings. Where the former usually uses the entrance as the point, 
the OSi uses a building’s centroid as a reference. The latter can give a better clue of 
the size or location of a building with respect to streets, for example. 

The question that the OSi wanted to answer was: “Can the Prime2 data storage 
model be used as a basis for publishing OSi’s authoritative geospatial data as Linked 
Data according to best practices and guidelines on the Web?” 

3 Related Work 

Shadbolt et al. highlighted the importance of “place” in data and its role in interlink-
ing and aligning datasets [15]. This is certainly the case for government data, which 
often reports numbers that are related to certain territories (administrative units, juris-
dictions, etc.). The Linked Data Web has numerous geographic datasets; GeoNames5 
and LinkedGeoData6 – which cover a vast part of the world – and Ordnance Survey 
Linked Data7 – for Great Britain – just to name a few. Except for the latter, many of 
these geographic datasets are not authoritative in nature. They might be popular, but 
they bear no legal weight in Ireland and are not necessarily accurate. LinkedGeoData, 

                                                             
3 https://www.oracle.com/database/spatial/ 
4 http://www.geohive.ie/ 
5 http://www.geonames.org/  
6 http://linkedgeodata.org/  
7 http://data.ordnancesurvey.co.uk/ 



for example, uses the information collected by the OpenStreetMap8 project, which 
itself is an open environment in which volunteers collaboratively create a geospatial 
knowledge base. Though OpenStreetMap is quite accurate compared to official 
sources [8], its coverage has been shown to be incomplete [12]. Though the data pro-
vided by LinkedGeoData might be might be good for a lot of applications; one may 
wish or need to avail of authoritative datasets with legal weight. One can thus see the 
potential and added value of publishing and linking with OSi geospatial data.  

The Ordnance Survey of Great Britain was one of the first to publish some of their 
geospatial data on the Web [7]. While a great example of how authoritative data is 
published as Linked Data, we do deem it unfortunate that they have not adopted a 
standardized vocabulary for representing features, spatial relations9, and representa-
tion of geometries10, and instead are relying on a bespoke namespace and ontology. If 
one wishes to avail of reasoning over the geospatial data, either one has to rely on 
rules for that bespoke schema, or map the data onto other vocabularies such as Geo-
SPARQL11 for which implementations exists. 

Next to the UK and Ireland, a fair amount of countries are looking at publishing 
their authoritative geospatial information on the Web. One such example is the cadas-
ter12 in The Netherlands. Recently, a W3C Working Group on Best Practices for Spa-
tial Data on the Web13 was launched. Although their technical report currently awaits 
feedback, the output of this group suggests that the combined different initiatives have 
gained enough insights to facilitate consolidation and to document best practices. 

In the EU, the INSPIRE directive (Infrastructure for Spatial Information in Europe) 
aims to standardize Spatial Data Infrastructures across Europe. In order for one to 
discover, access and visualize geospatial information in a homogenous manner across 
Europe, the directive prescribes metadata formats, services, etc. that each member 
state has to comply with. Patroumpasa et al. proposed to map INSPIRE onto Geo-
SPARQL to provide an RDF perspective on such data and applied their method in the 
context of Greece [14].  

4 Approach 

In this section we elaborate on how the OSi’s geospatial information has been orga-
nized and how this has been delivered to agents. We start by providing information on 
our URI strategy and the ontologies developed specifically to this end. We also out-
line the knowledge organization needed to support the provision of the different reso-
lutions (the first use case). Furthermore, the ontologies and knowledge organization 
need to capture the evolution of geometries is described (the second use case). We 

                                                             
8 https://www.openstreetmap.org/ 
9  http://data.ordnancesurvey.co.uk/ontology/spatialrelations/  
10  http://data.ordnancesurvey.co.uk/ontology/geometry/  
11 http://www.opengeospatial.org/standards/geosparql 
12  http://www.pilod.nl/, and http://almere.pilod.nl/sparql 
13  https://www.w3.org/TR/sdw-bp/  



also elaborate on the distinction between static and dynamic boundary datasets (which 
will play a role in one of the demonstrators discussed later on in Section 6). 

4.1 URI Strategy 

Coming up with adequate URI strategies for publishing 5-star Linked Open Govern-
ment Data on the Web is challenging, especially when one has to take into account 
the difference in governance practices, heterogeneity,... across different government 
bodies is challenging. A URI strategy for geospatial data has been proposed in [16], 
which was based on a more generic URI strategy for The Netherlands drafted in [13]. 

In the case of the OSi, the term “dataset” in “boundaries dataset” is actually a 
misnomer when referring to administrative boundaries in Ireland. This particular da-
taset is a dynamic dataset that evolves over time, unlike datasets that are created at a 
particular point in time such as census data. While progress has made progress since 
the start of this project on drafting a URI strategy for the Irish Government’s open 
data initiative [11,10], initial discussion encouraged the inclusion of attributes such as 
creation date in the HTTP URIs. This approach would not have suited the OSi as this 
necessitated the creation of datasets for each change, which in turn would have com-
plicated the governance of links between these datasets, and the governance of links 
to the OSi datasets by 3rd parties. Together with the Department of Public Expenditure 
and Reform (DPER) and the Central Statistics Office (CSO), we have decided to use a 
subset of the recommended attributes, allowing us to still be in line with most of the 
recommendations that were then put forward.  

Currently, URIs for the resources that the OSi are the custodians of follow the fol-
lowing pattern: http://data.geohive.ie/{type}/{concept}/{GUID} 
 

• The domain follows the two recommendations formulated by [16]: solely be 
used for the publication of OSi’s geospatial information and not include the 
name of any organization, as they may evolve over time.14  

• {type} can take any of the following values: "resource" for the HTTP URI 
of a resource, and "page" and "data" for that resource’s HTML and RDF doc-
uments respectively. 

• With Prime2, all features – and in some cases even attributes – are assigned a 
GUID. Therefore, although we would have been able to create fully opaque 
URIs by only providing the {GUID}, we have chosen to provide a hint of 
what this resource is about by providing a label referring to that resource’s 
class in {concept}.  

 

                                                             
14  GeoHive is an initiative by OSi to provide easy access to publically available authoritative 

spatial data. The same top-level domain was used for the publication of their Linked Data. 
We have not chosen to adopt a sub-domain under osi.ie as by 2017, several government 
bodies including the OSi will be merged and change names. GeoHive, however, will contin-
ue as an activity. 



Concerning the GUIDs, we note that Prime2 provides governance rules that pre-
scribe how features may evolve over time. One of these rules prescribes that features 
do not change in nature. When a hospital is transformed into an apartment building, 
for example, it is considered a new feature (and therefore has a different GUID) that 
happens to have the same geometric representation.  

Finally, one important decision that we have made concerning our URI strategy 
was not to provide URIs for the geometries. A clear distinction is made between a 
geographical feature (such as a county), and its geometry (such as it’s boundary rep-
resented by a polygon). When adopting ontologies such as GeoSPARQL (see the next 
section), two distinct classes reflect this distinction. This means that instances of these 
classes can be identified with a URI. In practice, we notice that users abuse the 
boundaries and use them as the identifier of the feature. In other words, they would 
consider the polygon that depicts the boundary of a county as the county, rather than 
the county. To avoid this problem for OSi’s Linked Data, we have decided not to 
provide URIs to geometries and publish them as blank nodes. More over, if two fea-
tures happen to have geometries whose polygons are the same – this is the case for 
most of the counties and county councils – we do not reuse the blank node and, in-
stead, create two blank nodes which happen to have the same polygon. 

4.2 Knowledge Organization: Different Representations 

The distinction between a geographic feature and its geometry (or even geometries) is 
argued to be important [2]. The geometry of a feature can evolve over time – e.g., due 
to coastal erosion, and these changes do not have an impact on the feature. In other 
words, the geometry of a feature is “merely” an attribute.  

Since we have not found suitable ontologies for appropriately annotating the dif-
ferent (administrative) boundaries (e.g., Baronies, Counties, County Councils, etc.), 
we decided to create a new ontology15 that extends GeoSPARQL. GeoSPARQL is an 
ontology for describing geographical features and their geometries. It also defines 
predicates for spatial queries in SPARQL, making it a suitable candidate for our plat-
form. Subclasses of the concept geo:Feature were introduced for each type of 
administrative boundary we serve. 

Finally, OSi’s bespoke information system captures the geometries using the Irish 
Transverse Mercator (ITM) coordinate system. At an international level, however, 
World Geodetic System 84 (or WSG 84) is the standard used in cartography and nav-
igation. As OSi wishes to encourage the uptake of WGS 84 within Ireland, a decision 
was made to serve the geometries in WSG 84 only; third parties can themselves rely 
on services to transform the data between coordinate systems. We use the Well-
known Text (WKT) markup language for representing the geometries (as polygons, 
multi-polygons, points representing centroids, etc.). 

The first use case was to provide boundary data with different levels of detail (or 
“resolutions”). The polygons are generalized up to 20, 50 and 100 meters. Higher 
resolutions provide more detail at the cost of more bandwidth. The R2RML mappings 

                                                             
15 http://ontologies.geohive.ie/osi# 



generate an instance of geo:Geometry for each resolution and stores them in a dif-
ferent graph. The feature and its resolutions are related with geo:hasGeometry. A 
geo:defaultGeometry predicate is also declared between the feature and its 20m 
boundary data, as per best practice. 

4.3 Dynamic vs. Static Features 

A separate initiative led to the release of Ireland’s 2011 census data as Linked Data.16 

Census data that is published is aggregated into areas which are based on Ireland’s 
administrative boundaries of that time. This dataset contains identifiers for each area, 
but does not contain a reference to the geometry. As the custodian of Ireland’s geo-
spatial information, hosting and maintaining those geometries falls well within the 
remit of the OSi. This is why we have taken on the boundary data for the 2011 census 
for the creation of links between the two datasets – an exercise which we aim to con-
duct in a more organized manner for the recently collected 2016 census data. There 
are, however, some problems with the boundary datasets that were used for the 2011 
census. 

First, administrative boundaries are a dynamic dataset that evolve over time with 
the application of various legal instruments. The administrative boundaries used for 
collecting census data, however, uses a particular snapshot. Secondly, some smaller 
boundaries – such as Electoral Divisions (EDs) – have been separated by county bor-
ders or for reasons of confidentiality have been merged with neighboring EDs. So 
while there are 3,440 defined EDs for Ireland, there are 3,409 EDs appearing in the 
2011 census data. We argue that the administrative boundaries of Ireland and the 
snapshots used for this census are similar, but not the same. We therefore created 
separate concepts and relate the instances with appropriate predicates (thus not with 
owl:sameAs). 

4.4 Knowledge Organization: Evolution of Geometries 

The second use case was to support capturing the evolution of boundaries. Though 
they are rare for administrative boundaries, they are ordered by so called Statutory 
Instruments. Statutory Instruments are available on the Web and are accessible via a 
URI, making it possible to relate the evolution of boundaries with these instruments. 
To capture the evolution of boundaries, we have chosen to extend PROV-O17 with a 
new prov:Activity called “Boundary Change”, which is informed by a new 
prov:Entity called “Statutory Instrument”.18 Prior versions of features and their 
geometries are captured in separate graphs. 

At the present time, OSi’s database only contains current versions of administra-
tive boundary data and does not contain any historical record of versions that may 
have existed in the past (i.e., prior to the release of Prime2 in 2014). OSi’s database 
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has not yet started ingesting prior (versions of) administrative boundary data before 
its release in 2014. We therefore have to rely on the simulations to demonstrate the 
feasibility of this approach. Geometries that are related to buildings have a much 
higher churn, but are not made available with an open license.  

In Fig. 1, we aim to exemplify how the “history” of a representation is captured in 
the provenance graphs. We note that there will be one for each resolution. We simu-
late changing the geometry of a feature called “A” as ordered by a legal instrument. 
For the sake of brevity, we omitted namespaces and predicates from OSi ontologies. 
I.e., the figure only present RDF triples with PROV-O and GeoSPARQL. All infor-
mation is updated in the provenance graph. The reader might notice that the feature is 
“disconnected” with its old geometry, but that the link between geometries is kept via 
prov:wasRevisionOf. Following these links, an agent is able to retrace the evolu-
tion of a feature’s geometry. We note that there is a provenance graph for each resolu-
tion. In other words, provenance graphs exist for 20, 50, and 100m boundary data. 

 

 
Fig. 1. Capturing changes of geometries related to features. 

 
One can argue that capturing all provenance information related to boundary 

changes into one graph (per resolution) results in – over time – very large graphs that 
will take quite a lot of time to query. Indeed, another approach would have been to 
capture each change in dedicated graphs. The latter, however, would require the for-
mulation of queries over different named graphs. Our approach was informed by the 



fact that use cases for retrieving the history of geometries are specific (e.g., of interest 
to building planners), which makes us believe that simpler queries will be favored at 
the expense of query execution time.  

5 Implementation 

OSi’s Linked Data platform is currently live at http://data.geohive.ie/. The 
landing page provides links to the various components and links to several dumps of 
the data. A Linked Data frontend was set up using Pubby19, and the ontologies are 
following content-negotiation principles by means of URL rewriting rules that con-
siders the requested content type. Maps are rendered whenever a user requests infor-
mation about the geometries (see Fig. 2). As of yet, we have chosen not to provide a 
public SPARQL endpoint and, instead, have set up a Triple Pattern Fragment (TPF) 
[17] Server and Web client for people to query the data. As TPFs do not support the 
concept of graphs, the different graphs are stored as different TPF datasets. We aim to 
extend the Linked Data frontend to support RDF serialization formats for RDF graphs 
in the near future (see Sections 7). 
 

  
Fig. 2. Displaying information about County Dublin and its boundary on OSi’s base maps. 

As mentioned in Section 2, the OSi wants to put forward their base maps for ren-
dering the web pages. The OSi has always been on the forefront of creating highly 
detailed maps. They were the first to produce 6’’ scale maps, which were completed 
in the first half of the 1800. In Fig. 3, one can see the difference between the base 
map provided by the OSi and one of the base maps – the “streets” base map in the 
figure – provided by ESRI. One can see that the former provides more detail on the 
features that are displayed; certain routes are rendered, the different types of segments 
in a route are visualized (green and blue segments for N-7 instead of one orange seg-
ment), and even putting upfront the different towns.  

                                                             
19 http://wifo5-03.informatik.uni-mannheim.de/pubby/ 



   
Fig. 3. Comparison of OSi’s base map (left) compared to ESRI’s "streets" base map (right). 

6 Use Cases 

Like many Linked (Open) Data initiatives, it is difficult to measure uptake of the data. 
At the moment, we are gathering data on the number of unique visitors and this data 
will be analyzed in the near future. In this section, we illustrate some of internal uses 
of OSi’s geospatial Linked Data. 

6.1 Creating links with the 2011 census data 

In [5], we reported on a small demonstrator combining OSi’s geospatial Linked Data 
with Linked Data of the 2011 Irish census. This demonstrator had several limitations. 
First, GeoHive currently has information about boundaries from 2014 onwards, but 
these have changed since 2011, the year the census was undertaken. North and South 
Tipperary, for instance, have been merged into one county, Tipperary. A second prob-
lem was that the census refers to and manipulated particular administrative bounda-
ries. We already stated that the Electoral Divisions that are used for this census are 
similar, but not quite alike.  

We tackled the first problem by providing the 2011 census boundaries as separate 
resources in the dataset and relating those with the “regular” boundary datasets. The 
creation of links between the two was fairly straightforward and the correspondences 
(e.g., the EDs that were merged) were documented in a structured way. We were then 
able to reduce the problem to linking the identifiers used for the 2011 census with that 
of GeoHive; discovering one-to-one correspondences based on attributes such as: 
 

@prefix osied: <http://data.geohive.ie/resource/census2011-electoral-divisions/> . 

@prefix voc: <http://open.vocab.org/terms/> . 

@prefix csoed: <http://data.cso.ie/census-2011/classification/ED/> . 

osied:3576C59990054152E0530100007F0280 voc:similarTo csoed:E01010 . 

osied:3576C59990064152E0530100007F0280 voc:similarTo csoed:E01011 . 

osied:3576C59990074152E0530100007F0280 voc:similarTo csoed:E01012 . 



... 

 

With these links, we are now able to query observations from the census data us-
ing the spatial predicates provided by GeoSPARQL and plot results on a map using 
OSi’s authoritative geometries. Fig. 4 shows how the results of a query are displayed. 
This query retrieved the number of households of 8 or more people for a given ED 
called “Tuam Rural” 

This demonstrator adopted Strabon [9] as a GeoSPARQL-enabled triplestore as 1) 
federated queries took a long while to execute, 2) Strabon provided a convenient way 
to plot the result sets on a map for the purpose of the demonstrator and, more im-
portantly, 3) it is not up to the OSi to be the custodians of links to their datasets. In-
stead, it is the responsibility of other (3rd party) organizations to maintain their own 
links to the authoritative geospatial data hosted by the OSi. It would be impractical to 
expect OSi to create, maintain and host such links. 

 

  
Fig. 4. Plotting OSi’s authoritative boundary data on a map. 

6.2 Enhancing TCD’s Metadata with Geospatial Information 

Within Trinity College Dublin, the library is investigating the adoption of Linked 
Data technologies to facilitate search, discovery and engagement with their collec-
tions and archives. Next to investigating appropriate methods and techniques for cre-
ating and managing Linked Data, they also investigate how their metadata can be 
enriched and contextualized geospatial data. 

Harry Clarke was an Irish stained-glass artist and book illustrator and many of his 
stained glasses can be admired in churches across Ireland. The library’s “Clarke 
Stained Glass Studios Collection” contains a wide variety of documents from stained 
glass designs and blueprints to correspondence. The library is currently digitizing 
these assets and aims to leverage user engagement with the collection. The OSi pro-
vides us a dataset of the churches distilled from Prime2, which we transformed into 
RDF in a similar exercise. We then created links between the library’s metadata rec-
ords (which were transformed into RDF) with the churches dataset. The goal was to 



develop a mobile application that allows a user – based on its position – to discover 
Harry Clarke stained glasses in churches and its related metadata records. A first pro-
totype was built as an Android application to demonstrate the feasibility. 

The Google Maps API was used to guide the user to the churches, and this is 
where we noticed an interesting discrepancy; the centroids provided by the OSi often 
do not align with the points found in the Google API, which are often denoting the 
entrance of a building. In a few cases, the user may be misdirected when the centroid 
is closer to a street other than the one of the entrance. OSi’s centroids, however, pro-
vides a better indication of the location and size of a building as shown in Fig. 5. 

 

   
Fig. 5. OSi’s centroid for Saint Peter and Saint Paul’s Catholic Church in Balbriggan, Dublin. 

The point provided by the Google API is near the entrance. 

7 Discussion 

In this section, we consider some of the limitations or aspects that need further inves-
tigation. 

On the Linked Data Frontend. The RDF data model does not support graphs and all 
of the triples we generated are organized in different (named) graphs to support the 
two aforementioned use cases. We have decided not to provide a public SPARQL 
endpoint just yet. To support this notion of different graphs in a TPF setting, however, 
we had to create a dataset for each graph. The Linked Data frontend, however, does 
not yet provide support for delivering RDF. Including support for TriG and N-Quads 
for software agents via content-negotiation is work in progress. 

On the Representation of Geometries. We currently serve the geometries using the 
Well-known Text (WKT) markup language. Another popular markup language for 
expressing geographical features with their geometry is the Geography Markup Lan-
guage, or GML, which is an XML grammar defined by the Open Geospatial Consor-
tium (OGC). In the future, we wish to investigate the generation of GML via map-
pings either from Prime2 (another case of uplift, but to an XML schema instead of 
RDF), or as a case of downlift (transforming RDF resources into non-RDF). 

In Section 2, we stated that the OSi wanted to encourage the uptake of WGS 84, an 
international standard also used for GPS navigation. In the mapping, the geometries 



are transformed into WGS 84 from the Irish Transverse Mercator (ITM) coordinate 
system. Though third parties can rely on tools to convert the coordinates back into 
ITM, we may need to provide support for ITM (in dedicated graphs) if stakeholders 
make a strong case for the publication as Linked Data of ITM geometries.  

On the Creation of Links with census 2011. In this paper, we demonstrated how we 
added a spatial dimension to the census 2011 data that was published as Linked Data. 
The census 2011 data was published as such by the Central Statistics Office (CSO) in 
collaboration with Insight at NUI Galway. The CSO was a stakeholder that actively 
engaged in this project’s discussions and they want to be able to point to the OSi for 
authoritative geometries of which the OSi are the custodians. We have now published 
those census 2011 boundaries as Linked Data. As the CSO are responsible for their 
dataset, it is their responsibility to host the links on their domain. From our side, a 
similar exercise will be conducted for publishing the census 2016 boundary data. 

On Blank Nodes. One pragmatic drawback of adopting blank nodes for geometries is 
that one is unable to refer directly to one. Our argument, however, is that geometries 
are merely attributes of features and one should point to features instead. One can 
then explore the geometries starting from that URI. A technical drawback of using 
blank nodes for geometries can be observed when a TPF server is communicating 
with a SPARQL endpoint. SPARQL only prescribes that blank node labels should be 
scoped to a result set and that the same label within a result set refers to the same 
blank node.20 Because of this, a TPF client-server setup does not work with a 
SPARQL endpoint and we had to resort to HDT [6] files in order to provide this inter-
face to the public. Both drawbacks can be may be addressed by generating Uniform 
Resource Names (URNs), which we will explore in the future. 

8 Conclusions and Future Work 

In this paper, we presented the results of an ongoing collaboration between the Ord-
nance Survey Ireland (OSi) and the ADAPT Centre. The goal of this project was to 
lay the foundations for a Linked Data platform to serve Ireland’s authoritative geospa-
tial information as Linked Data on the Web. The research question was to see whether 
OSi’s Prime2 data model, launched in 2014, could be used as a basis for serving their 
geospatial data according to best practices and guidelines. We deem that, with the 
launch of the platform, the answer is yes. The platform currently provides information 
on administrative boundaries that have been made available as open data and the 
boundary data used for the census 2011 data.  

In this paper, we provided more details in the informed decisions that were made 
for organizing and serving this data. One of the limitations is that prior versions of 
boundaries have not yet been ingested in Prime2, and we thus have to rely on simula-

                                                             
20  Depending on the implementation, internal blank node identifiers may be returned (e.g., 

Virtuoso) or they are generated while the result set is computed (e.g., Fuseki) when firing 
SPARQL queries. The behavior of the former cannot be expected, however. 



tions for assessing our approach on capturing the evolution and provenance of bound-
aries. Buildings, however, are subject to a lot more changes, which the OSi is current-
ly storing. The next dataset that we are going to publish as Linked Data (closed, not 
open), are buildings. We aim to use the approach outlined in this paper, but using 
different concepts for entities that instructed the changes in buildings. As there is a 
bigger churn in this buildings dataset, we would have access to a large enough dataset 
to assess the scalability of our approach. Our hypothesis, however, is that use cases 
for retrieving the evolution of geometries is so specific, that one favors simpler que-
ries over execution time.  

Some of the future work has been hinted as in the discussion, but one that we will 
investigate in more depth is the use of blank nodes and whether URIs or URNs have 
to be generated instead. Doing this would, for the most part, solve the problem en-
countered with Triple Patter Fragments (with the other option being to provide access 
to the SPARQL endpoint, which we are currently reluctant to do). Our feeling is that 
we would rather aim for URNs as we want to avoid users to use HTTP URIs for ge-
ometries as the identifier for the feature. 

The OSi has several stakeholders that require access to some of their datasets that 
cannot be made available in an open manner – such as the buildings dataset. We will 
investigate access control mechanisms that would allow those stakeholders to access 
these “closed” Linked Data as to provide a Linked Data platform for the OSi. 
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